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Before and after, step by step, on a real corpus

A Scopus export is not a dataset. DOIs are missing, journals are empty, authors
are shifted from one column to another, affiliations are written ten ways for the
same institution, and the references are free text that no co-citation analysis
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This guide follows a real file of 128 articles, from the moment it is imported to
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Bibliominer: cleaning guide 1 THE CORPUS OF THIS GUIDE

1 The corpus of this guide
All the screenshots and all the examples come from the same file: merged.csv, a Scopus export of
128 articles (2010–2026), cleaned end to end with Bibliominer. The before screenshots show this
file right after the import; the after screenshots, the same file once each step has been applied.
Nothing has been retouched: these are the screens as the application displays them.

1.1 What the cleaning changed

The end-of-cleaning report (section 11) sums up the whole workflow. These are the figures quoted
in the Methods section of an article.

Imported file Analysed corpus Cleaned file

Articles 128 126 126
Distinct authors 141 140 138
Affiliations (distinct spellings) 222 216 67
Articles without DOI 7 5 1
Articles without keywords 16 14 0
Author keywords (total) 538 538 572
References (total) 6224 6215 6520

Analysed corpus = the imported file without its documents that are not research (an editorial here,
section 2) and without the article the user removed during the corpus review.

1.2 The role of Bibliominer, on one page

Step The problem What Bibliominer does Result

Import Non-research documents, du-
plicates, incomplete articles

Rule 0 (research types), dupli-
cate detection, corpus review
with incomplete articles first

1 editorial re-
moved

DOI 5 articles without an identifier Search by title in Crossref and
OpenAlex, acceptance of veri-
fied matches only

5 → 1

Metadata 2 missing years Lists them and locks the step as
long as a year is missing

2 → 0

Sources 2 journals without a name Matching by ISSN with the
SCImago index

2 → 0

Authors Empty or shifted author
columns, misassigned affilia-
tions (AWA)

Completes from the corpus it-
self (Scopus identifiers), suggests
each author’s affiliation

0 incomplete
author

Affiliations 216 spellings for 67 organisa-
tions

City and country via GeoN-
ames, organisation via ROR,
splitting into blocks, merge sug-
gestions

216 → 67

Text 14 articles without keywords Suggests keywords drawn from
the corpus vocabulary

14 → 0

References Free text unreadable for co-
citation

Reconciliation with Crossref,
OpenAlex (and Semantic
Scholar)

6065 → 6534
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1.3 The five principles

1. Nothing is decided in your place. Each suggestion shows what it relies on (an API, an
identifier, a rule), and you accept or refuse it. Only what is already written in the file is taken
over without asking, and the screen says so.

2. Nothing disappears silently. A removed document is written to removed_articles.csv with
its reason; a document removed by mistake is put back in one click.

3. The file is the backup. The corpus can be downloaded at any time, and imported again later
to resume.

4. Your keys, your quota. GeoNames, OpenAlex and Semantic Scholar are called with your
own credentials, entered on the import screen.

5. Every figure is traceable. The final report says where the corpus starts from, what was
removed, recovered, and with which tool.

Why
A corpus that cannot be accounted for is a corpus that cannot be defended. An automatic merge of
affiliations would confuse two institutions that only share a name, and the error would be invisible in the
final corpus.

2 Import and corpus review
2.1 The problem in the file

The import screen reads the file without changing anything and says what it contains: number
of articles, authors, sources, affiliations, articles without DOI, without keywords, total number of
references, and the missing values column by column.
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BEFORE: the file as imported

The imported file: 127 research articles (the 128th, an editorial, is already set aside), 218 affiliation
spellings, 6 articles without DOI, 15 without keywords. The right-hand column gives the missing values per

column.

What Bibliominer does
• Rule 0: only the research types are kept (article, review, conference paper, book, book chapter). The

editorial of the file is removed at import, and recorded in removed_articles.csv.
• Duplicates: same EID, or failing that same DOI. The number is announced before any deletion; here,

none.
• Corpus review: before the first step, the list of articles is displayed, incomplete articles first (without

DOI, without authors, without abstract, without keywords), each with its badges.

4



Bibliominer: cleaning guide 2 IMPORT AND CORPUS REVIEW

BEFORE: the file as imported

The corpus review: 21 incomplete articles at the top of the list, each with what it is missing (No DOI, No
authors, No abstract, No keywords). An article that does not belong to the study is removed here; it is put

back in one click in “Deleted papers”.

What you decide
Remove the articles that do not belong to your study. In this corpus, the user removed one: it is the
difference between 127 and 126 articles.
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AFTER: the same file, cleaned

The same screen after the cleaning: 126 articles, 67 affiliations instead of 218, a single article without DOI,
no article without keywords any more.

3 Step 1: DOI
3.1 The problem in the file

The DOI is the identifier that links an article to everything else: its references, the citations it
receives, the databases that describe it. Without it, an article cannot be matched with the others.
In this file, 6 articles did not carry one.
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BEFORE: the file as imported

Six articles without DOI, none searched yet. “Search and accept verified” starts the batch search; “Search
this one” starts it for a single article.

What Bibliominer does
For each article without DOI, Bibliominer queries Crossref and OpenAlex with its title, and compares
the returned title with the title of the article, after normalisation (case, accents, punctuation). A match
is called verified if

similarity(title, found title) ≥ 0.80 and | year − found year | ≤ 1

(a conference paper often appears the year after the conference). Only verified matches are accepted by
the batch search; the others stay proposed, with their score, the database that found them and the year.

A search: Crossref returns the same title (100 % title match), the same year (2021) and the DOI
10.5220/0010230403520360. A click on “Use this DOI” accepts it; a DOI found elsewhere can also be

pasted.
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Real example

Homogeneous ensemble based support vector machine in breast cancer diagnosis (2021)

BEFORE imported file

DOI: (empty)

AFTER cleaned file

DOI: 10.5220/0010230403520360 (Crossref, title 100 % identical)

AFTER: the same file, cleaned

The recovered DOIs, in the “Resolved” tab: each keeps the database that found it (Crossref or OpenAlex)
and the title score. A single article remains without DOI: no database knows it.

Why
A wrongly accepted DOI attaches the references and citations of another article to this one. This is why
an approximate match is never accepted on its own: it is shown to you.

4 Step 2: Metadata
4.1 The problem in the file

Year, number of citations, document type, language. A missing year takes the article out of every
time series: annual production, growth, trends. Here, 2 articles had no year.
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BEFORE: the file as imported

Two articles without a year (“Missing: Year”). The step is locked as long as any remain: a missing year
distorts everything that follows.

What Bibliominer does
Bibliominer spots, column by column, the four fields the indicators depend on (Cited by, Year, Document
Type, Language), shows for each article its DOI and its Scopus link to go and check, and refuses to
move on as long as a year is missing.

What you decide
Enter the value read on the Scopus record or on the publisher’s page. Zero citations is a valid answer,
not an absence.

Real example

A survey of the vehicle routing problem and its variants (DOI 10.23939/mmc2024.01.333)

BEFORE imported file

Year: (empty)

AFTER cleaned file

Year: 2024
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AFTER: the same file, cleaned

The two completed articles, in “Resolved”: what was entered stays visible and editable.

5 Step 3: Sources
5.1 The problem in the file

Two articles had no journal name. They then disappear from every analysis by source: rankings,
Bradford’s law, SCImago quartiles.

BEFORE: the file as imported

Two documents without a source; SCImago can resolve both. The table shows, for each, the ISSN of the file
and the journal SCImago associates with it.

What Bibliominer does
Bibliominer looks up the ISSN of the article in the SCImago index (bundled with the application).
The match is made by identifier, never by title similarity. The provenance of each title is recorded: a
title coming from SCImago is never confused with a title typed by hand. The articles are handled by
group: naming a journal settles at once every article that carries it.
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Real example

Requirements engineering tools (2011)

BEFORE imported file

Source title: (empty) ISSN: 07407459

AFTER cleaned file

Source title: IEEE Software (SCImago, through ISSN 07407459)

AFTER: the same file, cleaned

The titles written during the cleaning, with their provenance (“From SCImago”) and the ISSN that found
them. “Change” corrects the title for every article of the group.

6 Step 4: Authors
Three columns describe the authors of an article in Scopus: Authors (short names), Author full
names (full names, with the Scopus identifier in parentheses) and Author(s) ID. A fourth one, Authors
with affiliations (AWA), links each author to their affiliation. When they do not say the same
thing, the whole analysis by author, institution and country is wrong.

6.1 What Bibliominer completes by itself

Before showing you anything, Bibliominer takes over what the file already contains, in another
place. It guesses nothing: it copies.

BEFORE: the file as imported

The “Filled from this corpus” box: what was completed without asking anything, article by article. 4 AWA
articles remain to be settled.
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What Bibliominer does
• Identifiers read in the full names. Scopus writes “Najib, Khalid (6505786280)”: if the identifier

is missing in the Author(s) ID column, it is taken from there.
• Full names recovered by identifier. A Scopus identifier designates a person: their full name,

written on another article of the corpus, is theirs. Safeguard: the family name must match the short
name of the article.

• Short names computed. Authors is only an abbreviation of the full names: a forgotten short name
can be computed.

• Stray spaces removed (“Hosni, Mohamed (5718...)”).
What cannot be recovered goes to the Missing authors panel, author by author, with the right author
designated.

Real example

Artificial Intelligence in Hydrogen Energy (2025): 3 authors, 3 identifiers, 2 full names.

BEFORE imported file

Author full names: ; Hosni, Mohamed (57189341317); Medarhri, Ibtissam (55818093100)
Author(s) ID: 59962429900; 57189341317; 55818093100

AFTER cleaned file

Author full names: Zerhouni, Jaouad (59962429900); Hosni, Mohamed (57189341317); Medarhri,
Ibtissam (55818093100)
(recovered from three other articles of the corpus, under the same identifier)

6.2 Authors with affiliations (AWA)

The problem

Each block of the AWA column starts with the short name of an author, followed by their affiliation.
Scopus leaves authors out there, or attaches an affiliation to the wrong author. Here, 4 articles
were in this situation.
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BEFORE: the file as imported

“Requirements engineering tools”: Carrillo De Gea has no block in AWA (“absent from AWA”) and Ebert
has no affiliation (“no affiliation given”). The safe authors are locked (“locked”). The suggestion comes

from the other articles of the same author, through their Scopus identifier.

BEFORE: the file as imported

Another case: one author matches two affiliations, another matches none, while the article has exactly one
affiliation per author. Scopus probably attached an affiliation to the wrong author.
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What Bibliominer does
Bibliominer matches each author with their AWA block by name, detects the four cases (author absent
from AWA, block without affiliation, ambiguous affiliation, swapped affiliations) and suggests an author’s
affiliation from their other articles in the corpus, found through their Scopus identifier. An article that
still has an author or affiliation problem does not appear in AWA: each problem is settled in its own
panel, and AWA only re-examines the article afterwards.

What you decide
Tick the affiliation of each flagged author, or add one. The authors whose affiliation is certain are locked.

AFTER: the same file, cleaned

The same article settled: Carrillo De Gea receives “Software Engineering Research Group, University of
Murcia” (suggestion accepted), Ebert receives “Alarcos Research Group”. “Saved”: the decision is kept and

stays editable.

7 Step 5: Affiliations
7.1 The problem in the file

A Scopus affiliation is a free string. The same laboratory is written in several ways, in several
languages, with or without an abbreviation, with or without its parent university. This file had 218
distinct spellings for what is, in the end, 67 organisations.
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Real example: one organisation, three spellings

BEFORE imported file

MMCS Research Team, LMAID, ENSMR, Rabat, Morocco
MMCS Research Team, LMAID ENSMR, Rabat, Morocco
MMCS Research Team, LMAID, Mines Rabat, Rabat, Morocco

AFTER cleaned file

parent 1: National School of Mineral Industry, city: Rabat, country: Morocco

BEFORE: the file as imported

Before the detection: 218 distinct affiliations, none resolved. All the arbitration work is on detected values:
there is nothing to decide before.

What Bibliominer does
The detection, in a single pass:
1. Country and city via GeoNames. The city of a school prevails over the seat of its university

(ENSA Safi is in Safi, not at the seat of the university); “Sale” after a dash is recognised as the city
of Salé.

2. Splitting into blocks: each affiliation becomes sub-unit (faculty, school, laboratory), parent (the
organisation it belongs to), city, country.

3. Organisation via the ROR index (offline) and via the other affiliations of the corpus: translation
(“Facultad de Informática” / “Faculty of Computer Science”), abbreviation + city, shared laboratory.

Each value keeps its provenance: from text (read in the string), deduced, ROR, unresolved.
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BEFORE: the file as imported

After the detection: 177 of the 218 affiliations are resolved automatically; 41 remain to review. The work is
done country by country, then city by city.

BEFORE: the file as imported

Morocco, city by city. Each card says what remains to be done: an institution to confirm, a merge to review
(“merge review needed”).
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BEFORE: the file as imported

Rabat: 50 affiliations, 19 to review. For “MMCS Research Team, LMAID, ENSMR”, ROR proposes
“National School of Mineral Industry”; the abbreviation ENSMR is placed as a sub-unit. The FROM TEXT

/ DEDUCED / ROR / UNRESOLVED counters say where each value comes from.

What you decide
Approve or refuse each organisation suggestion, complete what remains unresolved, then validate the
proposed merges. A city must be entirely resolved before its merges are unlocked: affiliations are not
merged before it is known what they are.
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BEFORE: the file as imported

The Organisations tab before arbitration: 218 spellings, 55 organisations, 100 sub-units.
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AFTER: the same file, cleaned

Rabat once resolved: each affiliation carries its organisation, its city and its country.
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AFTER: the same file, cleaned

The organisations after standardisation: 48 organisations and 66 sub-units. The spelling kept is the one
most used in the corpus.

Real example

Artificial Intelligence in Hydrogen Energy

BEFORE imported file

Moulay Ismail University of Meknes, IEST Research Team, LAIDTM, ENSAM, Meknes, Morocco; MMCS
Research Team, LMAID, ENSMR, Rabat, Morocco

AFTER cleaned file

subparent: ENSAM, parent 1: Moulay Ismail University, city: Meknès, country: Morocco; parent
1: National School of Mineral Industry, city: Rabat, country: Morocco

Why
The labelled form (subparent: ..., parent 1: ..., city: ..., country: ...) is what lets
the analysis count by institution, by city and by country without rereading free text. A comma in an
organisation name can no longer be taken for a separator.
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8 Step 6: Text
8.1 The problem in the file

15 articles had no author keywords, one had no abstract. Without keywords, an article is absent
from the thematic map, the co-word networks and Zipf’s law.

BEFORE: the file as imported

The articles grouped by what they are missing: here “Only Author Keywords”, 14 articles. Under each field,
the keywords suggested from the corpus vocabulary.

What Bibliominer does
The controlled vocabulary is the set of author keywords already used in the corpus. For an article
without keywords, Bibliominer extracts the expressions of its title and abstract, matches them with this
vocabulary (up to the plural: “neural networks” = “neural network”) and ranks them by a TF-IDF-like
score:

score(t) =
(
tf(t) + 2 1title(t)

)
×

(
ln N + 1

df(t) + 1 + 0.5
)

× wℓ(t)

where tf is the number of occurrences of the term in the title and the abstract, 1title is 1 if the term
appears in the title, df is the number of articles of the corpus that already use it as a keyword, N the
number of articles, and wℓ = 1.5 for a multi-word expression (1 otherwise). A single-word term is only
kept if it is in the title or repeated. At most three suggestions, and none rather than a doubtful one.
An article without any term of the vocabulary receives a weak suggestion: the expressions of its title
repeated at least twice in the text.
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Real example

Mixed finite element method of a seawater intrusion problem in confined aquifers

BEFORE imported file

Author Keywords: (empty)

AFTER cleaned file

Author Keywords: Confined aquifers; Seawater intrusion; Semi-implicit scheme

AFTER: the same file, cleaned

The completed articles: the keywords approved or entered. In total, 34 keywords added to the corpus (538 →
572).

9 Step 7: References
9.1 The problem in the file

Scopus delivers the references as free text, without an identifier. Two articles citing the same work
often write it differently: no co-citation analysis can match them.

22



Bibliominer: cleaning guide 9 STEP 7: REFERENCES

Real example

Artificial Intelligence in Hydrogen Energy: 20 references in free text.

BEFORE imported file

Petroleum, bp Energy Outlook 2023 edition ..., Stat. Rev. World Energy, pp. 1-53, (2023);
Zhang F.; Zhao P.; Niu M.; Maddy J., The survey of key technologies in hydrogen energy storage,
Int. J. Hydrogen Energy, 41, pp. 14535-14552, (2016); ...

AFTER cleaned file

ref1 | 10.1016/0306-4573(86)90076-2 | 1986 | Paul Nicholls | Empirical validation of Lotka’s law
; ref2 | 10.1007/bf02020148 | 1990 | Bluma C. Peritz | A bradford distribution for bibliometrics
; ...

BEFORE: the file as imported

Before the reconciliation: the References column contains the raw Scopus text.

What Bibliominer does
For each article, Bibliominer requests its list of references from Crossref and OpenAlex (and, if you
tick it, from Semantic Scholar), through its DOI. The lists are matched with each other and with the
Scopus one, and form a global list where each reference carries, when it has them, its DOI, its year, its
authors and its title. A reference only enters the list if it is corroborated.
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AFTER: the same file, cleaned

After the reconciliation: for each article, the number of references seen by Scopus, Crossref, OpenAlex and
Semantic Scholar, and the global list. Here, 6065 Scopus references become 6534 identified references: 469

more.

Why
Each source misses references that the others have. The corroborated union is more complete than each of
them, and each reference in it carries an identifier: this is what makes co-citation, bibliographic coupling,
local citations and spectroscopy possible.

10 Correcting any value: All documents
Each step shows what is missing. A value that Scopus provided therefore never appears there, even
a wrong one: a DOI pointing to another article, a shifted year (published in 2024, indexed in 2025),
a misspelled journal title, a wrong author identifier.

At the top of each step, the Review | All documents selector opens the table of all the articles
(those of the part, if the corpus is split), with the fields of the step. An article can be searched
by its title, its EID, its DOI, an author or a source; the Scopus link opens its record to check the
value at the source.
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Metadata step, All documents view: each article with its year, its citations, its type, its language, its EID
and its Scopus link. The Edit button is under the title.

Step Editable fields

DOI DOI
Metadata year, citations, type, language, EID, Scopus link
Sources source title, ISSN
Authors names, full names, Scopus identifiers of the authors
Text title, abstract, author and index keywords
Affiliations, References read only (see below)

What you decide
Edit opens the record of the article with all the fields of the step; correct, then Save. Clicking a value
opens the same record on that field. For a journal title or an ISSN, a checkbox offers to correct at once
every article of the same journal.

The record of an article: the expected format is recalled under each field.
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What Bibliominer does
Each entry is checked before it enters the corpus: a DOI starts with 10. (a https://doi.org/ link is
accepted and shortened), a year has four plausible digits, citations are an integer, an EID has the form
2-s2.0-... and belongs to no other article. Changing the EID updates the Scopus link and follows the
article wherever it is referenced (parts of the split, decisions already taken).

The corrected value carries the edited badge; on hover, it recalls the original value. The arrow restores it.

Why
A correction is never silent. Each value modified by hand is written to the log (original value, new value,
date), reversible in one click, and downloadable from the final screen (Manual edits (CSV)) to be
attached to the corpus.

Caution
In Affiliations and References, the view is read only: these steps rewrite their columns when they are
applied, and a touch-up of the raw text would be overwritten. An affiliation is corrected in Review (all
of them are listed there, resolved ones included), a reference in the record of its article.

11 Final: the deliverable file
The final screen brings the whole workflow together: what was missing, what was filled in, and with
which tool. It is the Methods section of your article, already written in figures.

Before / after: 128 → 126 articles (2 removed), missing values 23 → 1, affiliations 216 → 67, references
6065 → 6534. The table gives, column by column, the missing values before and after.
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The content of the corpus at each stage: imported file, analysed corpus, cleaned file.

What the delivered file contains, and the two downloads: the cleaned corpus and the cleaning report.

11.1 What you get

• merged_cleaned.csv: the corpus, in Scopus format, with the labelled affiliations, the authors
indexed by position and the global list of references. It opens as is in Bibliominer Analy-
sis (Start your analysis button), or in Python with the bibliominer-analysis package (pip
install bibliominer-analysis).

• merged_cleaning_report.txt: the report, with the versions of the tools and the APIs used (here
Crossref, OpenAlex, Semantic Scholar, ROR, GeoNames; no API error).

• removed_articles.csv, recovered_dois.csv, and the reconciliation tables of the references, per
article and per cited reference.

• manual_edits.csv: each value corrected by hand in All documents, with its original value and
its date.

Caution
Without an account, a study is kept for one week from its import; with a Google account, 30 days. The
cleaned file remains the backup: download it before leaving, and import it again to resume. Splitting
into parts works the same way with or without an account.
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