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Bibliominer: analysis guide 2 OVERVIEW: THE IDENTITY CARD

1 Conventions
1.1 Notation

Symbol Meaning

N number of documents of the corpus (here 126)
Cd global citations of document d: the Scopus Cited by column (GC, global

citations)
LCd local citations: number of documents of the corpus that cite d
yd publication year of d; ymax the last year of the corpus
nt number of documents published in year t
A number of distinct authors (by Scopus identifier)
Ad number of distinct authors of document d
C(1) ≥
C(2) ≥ . . .

the citations sorted in decreasing order

1.2 Three rules valid everywhere

• Full counting. A document signed by two countries counts once for each. Totals per country,
city or institution therefore exceed the number of documents, on purpose.

• Authors are identified by their Scopus identifier, not by their name: two spellings of the
same researcher (“Fernández-Alemán J.L.”, “Fernandez-Aleman J.L.”) are one person, and two
namesakes stay two people. Keywords are compared case-insensitively.

• The filter bar is global. Period, document type: every open chart is recomputed on the filtered
sub-corpus. Each block also has its own period setting (calendar icon) and its buttons: add to
the report, export the image or the table.

Caution
Start with Data quality (section 5): this page says, analysis by analysis, on which share of the corpus
each figure is computed. An indicator computed on 40 % of the documents is not quoted as if it covered
the whole corpus.

2 Overview: the identity card

The counters of the corpus: documents, authors, affiliations, institutions, countries, sources, citations,
keywords, references.
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Bibliominer: analysis guide 2 OVERVIEW: THE IDENTITY CARD

How it is computed
• Authors: distinct Scopus identifiers (138). Affiliations: distinct spellings after cleaning (67). In-

stitutions: distinct parent organisations (48).
• Citations:

∑
d Cd = 1 935. Keywords: distinct author keywords, case-insensitive (344). Refer-

ences: rows of the reconciled global list (6 533).

Key figures: the card placed at the top of a bibliometric article.

How it is computed

Annual growth =
[(

nymax

nymin

)1/(ymax−ymin)
− 1

]
× 100 (= 18.44 %)

Mean document age = 1
N

∑
d

(ymax − yd) (= 5.32 years)

Citations per document = 1
N

∑
d

Cd (= 15.36)

Authors per document = 1
N

∑
d

Ad (= 4.73)

Authors per co-authored document = mean of Ad over co-authored documents only (Ad > 1) (= 4.82)

International co-authorship = #{d : at least 2 countries}
#{d : at least 1 country}

× 100 (= 52.4 %)

Age is counted from the last year of the corpus, never from today: otherwise the value would change
every 1 January without anything having changed in the data.
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Document types: share of each type in the corpus.
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Bibliominer: analysis guide 2 OVERVIEW: THE IDENTITY CARD

The most cited documents (excerpt): global citations Cd and citations per year.

How it is computed
Citations per year = Cd/(ymax − yd + 1). They correct the advantage of older articles, which have had
more time to be cited.
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3 Production

Documents per year, nt. Years without publications are shown at zero.
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Citations per year:
∑

d:yd=t Cd, the citations received by the documents published in year t.

How to read it
The last years mechanically have fewer citations: their documents have had less time to receive them.
That is age, not quality. To compare years, see the normalised citations (section 4).

Most productive countries, in full counting: a document co-signed by Morocco and Spain counts for each.
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Bibliominer: analysis guide 4 DOCUMENTS

4 Documents

The list of documents (excerpt), with global (GC) and local (LC) citations.
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Normalised citations: each document compared with the documents of the same year.

How it is computed

NCd = Cd

Cyd

, Cy = 1
ny

∑
d′:yd′ =y

Cd′

NCd = 1: exactly the mean of its year; NCd = 3: three times better than its contemporaries. It is the
only measure that makes it possible to rank an article from 2016 and one from 2024 together. A year
without any citation gives 0.
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Bibliominer: analysis guide 5 DATA QUALITY: WHAT THE CORPUS ALLOWS

5 Data quality: what the corpus allows

What this corpus allows: each analysis, the field it depends on, its coverage and its status.

How it is computed

coverage(field) = #{d : field filled}
N

× 100

Status: ready if the coverage is ≥ 90 %, partial between 50 and 90 %, limited below. A “nan” or
“None” value or an empty string counts as missing.
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Bibliominer: analysis guide 6 CORPUS PROFILE

Completeness field by field, then table by table (authors, affiliations, keywords, references).

Anomalies and duplicates: missing or future years, unreadable citations, documents without author or
affiliation.

6 Corpus profile
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Bibliominer: analysis guide 6 CORPUS PROFILE

6.1 The Price index and the age of references

Price index per publication year, and distribution of the age of the cited references.

How it is computed
For each dated reference: age = yciting −yreference (an age of −1 or −2, an “in press” reference, is brought
back to 0; beyond 200 years, the year is considered wrong and set aside).

Price index = #{references aged < 5 years}
#{dated references} × 100 (= 34.9 %)

Median age = cited half-life = 7 years; mean age = 9.6 years, over 6 488 dated references.

How to read it
Above about 50 %, a research front that renews itself quickly; below about 30 %, a field resting on
established works. At 34.9 %, this corpus is in between.
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6.2 Concentration: Gini, Lorenz, CR4, CR10

Lorenz curve of the authors, and concentration table for each dimension.

How it is computed
For n entities with productions x(1) ≤ · · · ≤ x(n) (sorted in increasing order):

G =
2

∑n
i=1 i x(i)

n
∑

i x(i)
− n + 1

n

Lorenz curve: cumulative share of the entities (x-axis) against cumulative share of the production (y-
axis); the diagonal is perfect equality. CR4 and CR10: share of the production of the top 4 and top 10
entities; “Top 10 %”: share of the 10 % most productive.

How to read it
Authors: Gini 0.655, CR10 57.6 %; countries: Gini 0.736, CR4 87.2 %. The production of countries is
highly concentrated (Morocco and Spain), that of sources only slightly (Gini 0.316).
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6.3 Self-citations

Self-citation rate at the three levels, and per author.

How it is computed
On the citations internal to the corpus (citing → cited pairs, section 12):

rate = #{pairs whose citing and cited documents share at least one entity}
#{pairs} × 100

The entity is an author (Scopus identifier), an institution or a country.

Caution
This rate only sees the citations internal to the corpus: it is a floor, not the real rate. Here, 229 internal
citations, all between documents that share an author (100 %): the corpus is that of a single research
group.
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6.4 Interdisciplinarity

SCImago areas of the corpus journals.

How it is computed
With pk the share of documents in area k (K areas):

H = −
∑

k

pk ln pk (Shannon), D = 1 −
∑

k

p2
k (Simpson), J = H

ln K
(evenness)

Here K = 18, H = 2.26, D = 0.841, J = 0.782; the first area, Computer Science, carries 46 % of the
documents. Coverage: 75.4 % of the documents (those whose journal is in SCImago).
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6.5 Open access

Open access: status, route (gold, hybrid, bronze, green) and annual evolution.

How it is computed
Share of the documents flagged as open access by Scopus (Open Access column), route by route, and
citations per document of each route. A “not flagged” document is not necessarily closed: Scopus simply
does not say.

7 Authors

The impact indices of the whole corpus.
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How it is computed
With the sorted citations C(1) ≥ C(2) ≥ . . . :

h = max{ h : C(h) ≥ h } (Hirsch, 2005): h = 25
g = max{ g :

∑g
i=1 C(i) ≥ g2 } (Egghe, 2006): g = 40

i10 = #{d : Cd ≥ 10} = 53

e =
√∑h

i=1 C(i) − h2 (Zhang, 2009): e = 26.38

m = h

ylast − yfirst + 1 (per author or institution)

The e measures what h ignores: the citations of the core beyond h2. Two authors with the same h are
told apart by their e. “Uncited”: documents with 0 citations (23).

Authors ranked by h-index (excerpt): h and g per author, then the full table (documents, citations, m,
authorship rank).
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How to read it
Carrillo de Gea J.M.: 69 documents, h = 19, g = 32, m = 1.12; Idri A.: 38 documents, h = 18, m = 1.64.
Idri’s m is higher: the same impact, over a shorter career in the corpus.

Documents by number of authors, and citations per document of each group.

Author production over time: one disc per author and per year, larger as the author published more.

19
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8 Institutions

Institutions ranked by h-index (excerpt). Same formulas as for authors, on the documents of each parent
organisation.
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Institution production over time (annual or cumulative).

Collaboration network between institutions: a link = co-signed documents.

How it is computed
Weight of the link between two institutions = number of documents signed by both. The rules shared
by all networks are in section 22.
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Hierarchy: each organisation and its sub-units (faculties, schools, laboratories), as the cleaning structured
them.
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Breakdown by country: number of institutions and documents, and the leading institution in each country.
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Affiliation profile: documents by number of affiliations, and authors attached to several institutions.
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9 Sources

SCImago quartiles: documents by the quartile of their journal.

How it is computed
Each journal is matched with the SCImago index through its ISSN (never by title similarity). Its quartile
is SCImago’s SJR Best Quartile. Share of a quartile = documents in journals of that quartile /N . A
journal absent from SCImago is “Not indexed”, never “Q4” by default. Here 58 of the 78 sources are
recognised, i.e. 75.4 % of the documents.

Quartile profile over time.
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The SCImago details of each journal (excerpt): SJR, quartile, journal h-index, publisher, area.
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Source impact: h and g-index computed on the corpus documents published in each journal.

Source production over time (cumulative).
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Most locally cited sources:
∑

LCd over the documents of each journal.

10 Cities

Collaboration scale: each document classified by the scope of its affiliations.

How it is computed
• Single affiliation: a single identified affiliation (this is not collaboration);
• Local: several affiliations, a single city;
• National: several cities, a single country;
• International: at least two countries.
Here: 15.9 % / 5.6 % / 27.0 % / 51.6 %. International documents are the most cited (19.8 citations per
document, against 8.1 for national ones).
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Most productive cities (full counting).

City impact: documents, citations, h and g-index.
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City production over time.

Collaboration between cities: a national link (same country) or an international one.
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Country → city → institutions (excerpt).
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11 Countries

World map: documents, citations or share of international collaboration per country. Countries too small
for the base map (Singapore, Bahrain. . . ) are placed as a dot at their capital.

How it is computed
For each country: documents (full counting), citations, and

international share = MCA

documents × 100

where MCA (multiple country articles) counts its documents co-signed with at least one other country,
and SCA = documents − MCA.

Collaboration map: one arc per pair of countries, thicker as they co-sign more documents.
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First author’s countries: SCP / MCP per country of the first author.

How it is computed
Each document is assigned to the country of the affiliation of its first author (failing that, of its first
affiliation). SCP (single country publication): all signatories from the same country; MCP: at least two
countries. MCP rate = MCP/(SCP + MCP ) × 100: the international openness of the country.

Caution
This is not the country of the corresponding author. Scopus exports do not always carry the correspon-
dence address: a count that depended on it would change from one export to another. The first author,
on the other hand, is always known. In an article, write “country of the first author”.

Country impact: documents, citations, h, g and m-index.

33



Bibliominer: analysis guide 12 LOCAL IMPACT

Breakdown by country: national and international documents.

12 Local impact

How it is computed
A local citation is a citing → cited link between two documents of the corpus. A reference of the citing
document is matched with a document:
1. by DOI when both have one;

2. otherwise by normalised title (lowercase, without accents or punctuation), provided it has at least
25 characters: a short title (“Introduction”) would create false links.

A pair counts once; a document does not cite itself. LCd = #{documents of the corpus that cite d}.

How to read it
Cd measures influence in the world; LCd, influence in the field studied. An article with 800 global citations
and 0 local ones matters elsewhere, not here.
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Most locally cited documents (excerpt), with their global citations.

Most locally cited authors:
∑

LCd over the documents of the author.
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Bibliominer: analysis guide 13 REFERENCE SPECTROSCOPY

The historiograph: the most locally cited documents, placed by year, linked by their direct citations.

13 Reference spectroscopy

Publication years of the cited references, and their 5-year rolling median.
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Bibliominer: analysis guide 14 INDICATORS

Deviation from the median: the peaks signal years of foundational works.

How it is computed
With R(t) the number of cited references published in year t (Marx et al., 2014):

med5(t) = median
(
R(t − 2), . . . , R(t + 2)

)
, D(t) = R(t) − med5(t)

A year is a peak if D(t) > 0 and D(t) ≥ median{D(s) : D(s) > 0}. The median, not the mean: a single
peak would inflate its own reference.

The peak years, with the most cited reference of each.

How to read it
First peak: 2013 (R = 329, median 281, deviation +48), then 2002 (+28) and 2010 (+24).

14 Indicators
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14.1 Growth

CAGR, mean AGR, mean RGR and mean doubling time, with the annual evolution.

How it is computed
With Wt =

∑
s≤t ns the cumulative production:

CAGR =
[(

nend

nstart

)1/k

− 1
]

× 100 k = number of annual intervals (18.44 %)

AGRt = nt − nt−1

nt−1
× 100 mean = 88.64 %

RGRt = ln Wt − ln Wt−1 (Mahapatra, 1985), mean = 0.302

DTt = ln 2
RGRt

mean = 4.74 years

Caution
The mean AGR is very sensitive to small counts: a year going from 1 to 5 documents counts as +400 %.
On a small corpus, quote the CAGR.
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14.2 Trend and projection

Fitted trend and 5-year projection.

How it is computed
Linear model n̂t = a+b t, or exponential ln n̂t = a+b t (i.e. n̂t = eaebt), fitted by least squares, t counted
from the first year. Quality:

R2 = 1 −
∑

t(nt − n̂t)2∑
t(nt − n̄)2 , RMSE =

√∑
t(nt − n̂t)2

T − 2

R2 is computed on the count scale for both models, otherwise their R2 would not be comparable. Here:
b = 0.83 more document per year, R2 = 0.51.

Caution
The last year (2026) is incomplete: indexing is in progress. It pulls the trend down.
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14.3 Collaboration

Collaboration indicators, documents by number of authors, and Price’s law.

How it is computed
With fj the number of documents with j authors, Nm the co-signed documents and A the distinct
authors:

DC = Nm

N
degree of collaboration (Subramanyam, 1983) = 0.976

CI =
∑

j j fj

N
collaboration index (Lawani, 1980) = 4.730

CC = 1 −
∑

j fj/j

N
coefficient (Ajiferuke et al., 1988) = 0.752

MCC = A

A − 1 CC modified coefficient (Savanur & Srikanth, 2010) = 0.757

AAPP = N

A
average productivity per author = 0.913

Price’s law:
√

A authors should produce half of the authorships. Expected core = round(
√

138) = 12
authors; they actually produce 59.9 % of the 596 authorships, and 7 authors are enough to reach half:
the corpus is more concentrated than the law.

Caution
Only the CI (Lawani) is the collaboration index: the mean number of signatories over all documents
(4.73), equal to “Authors / document” in Overview. “Authors / co-authored document” (4.82) leaves
out the single-author documents: it is not the same indicator, and the interface no longer gives it that
name. In an article, quote Lawani’s CI.
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14.4 Co-authorship index (CAI)

CAI per 5-year period and per authorship type (1, 2, 3, 4 or more authors).

How it is computed
For period i and authorship type j (Garg & Padhi, 2001):

CAIij = Nij/Ni0

N0j/N00
× 100

Nij : documents of type j in period i; Ni0: documents of the period; N0j : documents of type j over
all periods; N00: total. CAI = 100: in line with the mean; above, the type is over-represented. Here,
two-author documents are strongly over-represented in 2010–2014 (CAI = 572.7) and then disappear.

14.5 Sample size (Cochran)

How many documents to check by hand to validate the whole corpus.

How it is computed

n0 = z2 p (1 − p)
e2 , n = n0

1 + (n0 − 1)/N

With a 95 % confidence (z = 1.96), a margin e = 5 % and p = 0.5 (the most cautious case): n0 = 385,
and for N = 126, n = 96 documents, i.e. 76.2 % of the corpus.
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15 Laws: Lotka, Bradford, Zipf
15.1 Lotka: author productivity

Share of authors who wrote x documents: observed, fitted law, strict Lotka law; table and
Kolmogorov-Smirnov test.

42



Bibliominer: analysis guide 15 LAWS: LOTKA, BRADFORD, ZIPF

How it is computed
The share of authors who wrote x documents follows a power law f(x) = C x−a.
• Exponent by maximum likelihood (discrete zeta law): a is the solution of∑

x≥1 ln x x−a

ζ(a) = 1
A

A∑
i=1

ln xi, ζ(a) =
∑
x≥1

x−a

solved by bisection; then C = 1/ζ(a). Here a = 1.89.
• Strict Lotka: a = 2, C = 1/ζ(2) = 6/π2 ≈ 0.608.
• Kolmogorov-Smirnov test on the cumulative distribution functions:

D = max
x

∣∣Fobs(x) − Fth(x)
∣∣, Dcrit = 1.36√

A
(5 %)

with A the number of authors, not of productivity levels. p = 2
∑

k≥1(−1)k−1e−2k2AD2 .
Here: D = 0.053 < Dcrit = 0.116, p = 0.83: the corpus follows the fitted law; and strict Lotka too
(D = 0.093, p = 0.18).

Caution
The least-squares fit on log-log, very widespread, gives an exponent of 0.96 here: the tail (a few very
productive authors, one per level) dominates the regression. Maximum likelihood weighs each author,
not each level (Clauset, Shalizi & Newman, 2009).
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15.2 Bradford: the dispersion of sources

The sources ranked by productivity, the Bradford zones, and the core (zone 1).

How it is computed
The sources are sorted by decreasing number of documents, then split into 3 zones each holding about
N/3 documents (a zone changes as soon as the cumulative count reaches z × N/3). With sz the number
of sources of zone z:

k = 1
2

(
s2

s1
+ s3

s2

)
Here: 9 sources for 43 documents, then 27 for 41, then 42 for 42; k = 2.28. A roughly constant multiplier
from one zone to the next signals that the law holds. Zone 1 is the core of the field.
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15.3 Zipf: keyword frequency

Keyword frequency as a function of rank, observed and fitted (log-log scale).

How it is computed
Frequency of a keyword = number of documents that use it (case-insensitive). Fit f(r) = C r−s by least
squares on log10 f against log10 r:

log10 f = log10 C − s log10 r, R2 = 1 −
∑

(log f − l̂og f)2∑
(log f − log f)2

Here s = 0.52, C = 16.8, R2 = 0.895.
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16 Topics: the keywords

Word cloud: the size follows the number of documents that use the keyword.

Treemap: the area of each rectangle is proportional to the number of documents.
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Keyword dynamics: cumulative occurrences year after year.

How it is computed
occ(t, w) = #{d : yd = t, w ∈ keywords(d)}; the cumulative curve is

∑
s≤t occ(s, w). Every year of the

interval is present, at zero if needed, otherwise the cumulative count would be wrong.

Co-word network: two keywords are linked when they appear in the same documents.

How it is computed
Link weight cij = #{d : i ∈ d and j ∈ d}, on the Nmax most frequent keywords and above a minimum
weight. The normalisations and the communities are described in section 22.
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17 Text mining: what the abstracts say

Most frequent terms of the abstracts (or titles), in 1, 2 or 3 words.

How it is computed
Titles or abstracts are split into n-grams (n = 1, 2, 3). Stopwords are removed, including the vocabulary
of academic writing (“paper”, “results”, “proposed”); an n-gram is only kept if it neither starts nor ends
with a stopword. Frequency of a term = number of documents that contain it (a document counts once).
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Term timeline: for each term, the first quartile, the median and the third quartile of the years in which it
appears.

Co-occurrence network of the terms in the same abstracts.
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18 Thematic map: Callon’s strategic map

The themes (groups of keywords) placed by their centrality and density, in four quadrants.

How it is computed
On the co-word network, each link is weighted by the equivalence index eij = c2

ij/(ci cj), between 0
and 1 (ci: occurrences of i). The groups are formed by greedy modularity. For a group of w terms
(Callon et al., 1991):

centrality = 10 ×
∑

i∈G, j /∈G

eij , density = 100 ×
∑

i,j∈G eij

w

Both are measured on all co-occurrences between the retained terms. The quadrants are cut at the
medians (here centrality 1.53, density 50):

Low centrality High centrality

High density niches (developed, isolated) motor themes
Low density emerging or declining basic themes
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How to read it
“Machine learning”: centrality 15.3, density 32.0: a basic theme, linked to everything but little structured
in itself. “Requirements engineering”: 14.6 and 66.2: a motor theme. The bottom-left quadrant does not
say whether a theme is being born or dying: thematic evolution decides.

Topics over time: first quartile, median and third quartile of the years of each keyword.

19 Thematic evolution

The themes of each period, and their flows from one period to the next.
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How it is computed
The corpus is cut into periods; a thematic map is computed for each. The link between a theme A of
one period and a theme B of the next is the weighted inclusion index:

I(A, B) =
∑

t∈A∩B min
(
occA(t), occB(t)

)
min

(∑
t∈A occA(t),

∑
t∈B occB(t)

)
It equals 1 when a small theme is entirely absorbed by a large one.

20 Conceptual structure

Factorial map of the keywords: two close terms appear in the same documents.

How it is computed
Correspondence analysis (CA). On the binary documents × terms table X: P = X/

∑
X, row

masses r = P1 and column masses c = P ⊤1. Matrix of standardised residuals, then singular value
decomposition:

S = D−1/2
r

(
P − r c⊤)

D−1/2
c = U Σ V ⊤, F = D−1/2

c V Σ

F gives the coordinates of the terms; axis k carries the share of inertia σ2
k/

∑
l σ2

l shown on the map.
MDS (optional): classical Torgerson scaling on the dissimilarity 1 − Salton (see below). The groups are
formed by k-means, k being chosen by the silhouette coefficient.
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Dendrogram: at which level two themes join.

How it is computed
Agglomerative hierarchical clustering, average linkage (UPGMA), on the dissimilarity

δij = 1 − cij√
ci cj

(1− Salton index). The tree is cut into at most 6 groups.

The groups, with their terms and their occurrences.
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21 Three fields

Authors → keywords → sources: who works on what, and publishes where.

How it is computed
In each column, the n most frequent values. Width of a flow between two values of neighbouring columns
= number of documents that carry both. A node is identified by its column and its name: a keyword
and a journal with the same name stay two nodes.
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22 Networks: the common principle

Collaboration network between authors.
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Co-citation network of the references.

How it is computed
Construction. Two entities are linked when they appear in the same document; weight cij = number
of shared documents. Depending on the network, the entity is:
• an author (co-authorship), an institution, a country, a city;
• a keyword (co-words);
• a cited reference (co-citation: two references cited by the same document); a cited author (author

co-citation);
• a document (bibliographic coupling: weight = number of shared references).
The Nmax most frequent entities are kept, and the links with weight ≥ a minimum.
Normalisations (si: total occurrences of i):

association = cij

sisj
, Jaccard = cij

si + sj − cij
, Salton = cij√

sisj
,

inclusion = cij

min(si, sj) , equivalence =
c2

ij

sisj

Communities: Louvain algorithm (fixed seed), which maximises the modularity

Q = 1
2m

∑
i,j

(
wij − kikj

2m

)
δ(gi, gj)

(m: total weight, ki: weighted degree, gi: group of i). The colour of a node is its group; its size, its
occurrences.
Layout: multidimensional scaling on the shortest paths, refined by a repulsion force, with a fixed seed:
the same network is always drawn the same way. Groups without links between them are arranged in
rows to the format of the map, and each disc is pushed away from its neighbours according to its drawn
size: none covers another, even at 250 nodes. Weak links fade when the network is dense.
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How to read it
Under each network, “Data behind this network” gives the nodes and the links as tables, exportable: a
network is not read by eye alone.

23 Network lab: what the eye does not see

The settings: network type, normalisation, number of nodes, minimum weight, community resolution.

The chosen network, here co-authorship, normalised by association strength.
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Ranking of the nodes by centrality.

How it is computed
For a node i (network with n nodes; distance of a link = 1/wij):

• Degree: ki

n − 1 , with ki the number of neighbours of i.

• Betweenness:
∑

s̸=i̸=t

σst(i)
σst

, the share of the shortest paths between s and t that go through i (nor-

malised).

• Closeness: n − 1∑
j d(i, j) , with d the length of the shortest path.

• PageRank: π = 1−α
n 1 + α W ⊤π, α = 0.85, W the weight matrix normalised by row.

• Eigenvector: x such that A x = λmax x.
• Clustering: the (weighted) share of the pairs of neighbours of i that are themselves neighbours.
For the whole network: density = 2E/

(
n(n − 1)

)
, transitivity, number of components; mean path length

and diameter on the largest component.

How to read it
Betweenness finds the bridges: a node with few links but the only link between two groups. It is the
measure that most often contradicts plain degree.
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“Density” view: where the network is dense, and with what.

How it is computed
Each node i, placed at pi and with weight wi (its occurrences), spreads a Gaussian kernel:

ρ(x) =
∑

i

wi exp
(

−∥x − pi∥2

2h2

)
, h = mediani

(
min
j ̸=i

∥pi − pj∥
)

then ρ is brought back to [0, 1] by dividing by its maximum. The width h follows the typical gap between
neighbours: a kernel too narrow gives a map of dots, too wide a uniform blot.

24 Citation network

The aggregation unit: sources, authors, countries, institutions or documents.
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Who cites whom: directed network of the direct citations between sources of the corpus.

How it is computed
From the citing → cited pairs (section 12), aggregated at the chosen unit: weight of A → B = number
of citations from documents of A to documents of B. An entity citing itself is set aside.
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Citation balance: received minus given.

How it is computed
balance(A) =

∑
B wB→A −

∑
B wA→B . Positive: the entity is a source of ideas for the corpus; negative:

it consumes more than it provides.
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25 Coupling clusters

Groups of coupled documents, placed by their centrality and impact.

How it is computed
The bibliographic coupling network (two documents linked by their shared references) is normalised by
association strength cij/(sisj), otherwise an article with 300 references would couple with everyone.
The groups are formed by Louvain. For each group G:

centrality = 100 ×
∑

i∈G, j /∈G

wij , impact = 1
|G|

∑
d∈G

LCd

Impact is local by default (the citations received within the corpus). The quadrants are cut at the
medians, like Callon’s map.

How to read it
The thematic map groups words; this one groups documents that draw on the same sources. It finds the
proximities that keywords miss, between communities that name the same thing differently.
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26 The report: Add to report
Each figure, each table and each group of indicators carries a bookmark: Add to report. Browse
the pages, add what you keep, then the basket icon, at the top right, downloads everything in a
single ZIP. On Overview and Indicators, a button adds the indicators of the page at once (Add
all indicators to report).

Overview: the main indicators are added to the report as a table (indicator, value, definition).

The basket: each entry states its nature (figure or Excel table) and the filters with which it was computed.
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In the ZIP Content

README.txt each file, its title and the filters that produced it
all_tables.xlsx all the tables, one sheet each
1-corpus/figures/ figures as 300 dpi PNG and as SVG (vector)
1-corpus/corpus_tables.xlsx the tables of the section, one sheet each, after a contents sheet
2-actors/ . . . 5-networks/ the other sections of the menu, likewise

How to read it
An entry is a snapshot: it keeps the filters of the moment it was added, including the period specific
to a block. Two rankings of the authors, 2016–2019 and 2020–2025, are two distinct entries and the
README says so. The basket survives a page reload; Clear empties it.

27 The same results in Python
Everything the interface shows comes from the bibliominer-analysis package, published on PyPI
(https://pypi.org/project/bibliominer-analysis/), which can also be used on its own, in a
notebook. It installs with a single command (Python 3.9 or later):
pip install bibliominer-analysis

It takes the cleaned file as input; a raw Scopus export is refused. The options of the screen (period,
top N , unit of a network. . . ) are arguments:
from bibliominer_analysis import Corpus, Report

corpus = Corpus.from_csv("merged_cleaned.csv")
recent = corpus.filter(years=(2023, 2025)) # the filter bar
recent.authors_impact(n=10) # a top 10
Corpus.figure_catalog() # the figures, page by page
recent.figure("top-authors", n=10, path="top_authors.svg")
recent.figure("collaboration-map", path="collaboration.png") # 300 dpi

report = Report(filters={"years": "2023-2025"})
report.add_corpus_figure(recent, "top-authors", n=10)
report.add_indicators("Impact", "Collaboration",

recent.collaboration_indicators())
report.save("report.zip") # the same ZIP as the interface

How to read it
The name of a figure is that of its file exported by the interface; its default options are those of the screen.
Without options, the figure of the interface is obtained; with them, the same figure set differently. The
README of the package gives, page by page, the Python call of each table and each figure.
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